


Chapter 4 

What do the statistics tell me? 

 
4.1  Introduction 

 

This chapter is intended as an introduction to quantitative research. It first describes a range of 

methods that can be used to summarise and interpret statistical data. This is then followed by 

a description of more complex analytical methods, such as hypothesis testing and regression 

analysis. The reader though should recognise that there are a range of other advanced 

statistical methods that are not covered in this chapter (i.e. factor analysis, multi-level 

modelling, ANOVA etc). These methods will be covered in a future addition of the Magenta 

Book.  

 

4.2  Descriptive statistics 

 

Data in their raw form usually consist of many rows of information and it is therefore not 

possible to obtain any useful conclusions from simply inspecting the raw data. It is one of the 

tasks of the data analyst to make meaningful sense of such data, by employing techniques that 

summarise the data and show relationships within the data. 

 

In order to describe data succinctly, a range of descriptive statistics (i.e. summary measures) 

are used to investigate and present them. As an example, if one were reporting the heights of 

adult men from the 2001 Health Survey for England (HSE) (Bajekal et al, 2003), then one 

approach could be to simply list all the heights of all the men in the survey. However, given 

that the height was recorded for 6,542 men, such a list would not give the reader anything 

more than a vague sense of the range of heights measured. The data are therefore summarised, 

most often using a measure of their centre (e.g. the mean) and a measure of their spread, 

usually the variance. 

 

4.3  Inferential statistics 

 

Inferential data analysis involves exploring and determining relationships between variables 

(or sub-groups). Rarely are we just interested in the relationship within the sample, but more 

often we want to know if such relationships can be generalised to the whole population. 
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Inferential data analyses involve trying to answer questions, such as, ìdo men and women 

have the same annual income on average?î or, ìdoes smoking cause lung cancer?î, etc. 

 

4.4  Levels of measurement  

 

Conventionally, variables can be measured at four different levels of measurement although in 

practice social scientists use only three of them (see sections 4.4.1 to 4.4.3). 

 

4.4.1  Nominal variables 

These are variables where numerical codes are used to identify groups or categories and the 

variable measures only differences between cases. For example, a variable measuring political 

preference is measured at the nominal level. If one person is recorded as voting Labour and 

another Conservative, this means only that they vote differently. This remains true even if, for 

the purpose of the analysis, Labour voters are coded 1 and Conservative voters as 2. Although 

Tory voters are coded 2, one cannot conclude that they are twice as political as Labour voters 

coded 1. The numbers are used only as indications that the respondents are in different 

categories. With nominal data, we can interchange codes without loss of information 

(1=Conservative, 2=Labour). 

 

4.4.2  Ordinal variables 

The numerical codes in ordinal variables have some order or rank in terms of bigger and 

smaller. For example, we may code level of education such that 1=no qualification; 2=O-

levels, 3=A-levels, 4=degree. In this case, the values 1-4 have some ranking in the sense that 

someone who has a degree is clearly better educated than someone who only has O-levels. 

However, apart from the ranking, we cannot say that those with a degree (code 4) are four 

times as well educated as those with no qualifications (code 1). Variables measured at the 

nominal and ordinal levels are sometimes referred to as categorical. 

 

4.4.3  Interval and Ratio variables 

These types of variables are measured on a continuous scale where the values are real 

numbers. Interval data have an arbitrary zero point while ratio-scale data have a true zero. 

The classic example of interval data is the Fahrenheit temperature. If substance X has 

temperature 100°F and Z=50°F, we know that X is hotter than Z by an interval of 50°F. 

However, we can not say that X is twice as hot as Z. This is because 0°F does not mean ëno 
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temperatureí.  For ratio scale, on the other hand, if X=6kg, and Z=2kg, then we can say that X 

is three times as heavy as Z. This is because 0kg means lack of (relative) weight. Most 

continuous variables in the social sciences are ratio-scale variables. 

 

4.5 Measures of central tendency 

 

There are several reasons for using a measure of the centre of a set of values to summarise its 

location rather than, for example, the maximum value. The value of the centre is a more stable 

measure under different sample sizes - it will vary at random within a fairly small range. 

(Whereas the maximum value for example would be likely to be greater for larger samples as 

there is a higher chance of observing a more extreme value.) It is also easier to interpret the 

measure of the centre as the value for an ëaverageí member of the sample. For these and other 

reasons, the centre is considered most appropriate as an ëanchoring pointí for the values.  

 

A range of measures is available to identify the centre (or average) of a set of values (see 

sections 4.5.1. to 4.5.3). 

 

4.5.1 The arithmetic mean 

The most common measure is the arithmetic mean, partly because it has useful statistical 

properties. The mean is calculated as the sum of all the values divided by the number of 

values. So, as a simple example, the mean of the values (2,2,4,7,10) is:  
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4.5.2  The median 

The median is the value which is at the middle of the distribution and is defined so that half 

the observations are smaller, and half are larger than it. As described above, the median is 

relatively unaffected by extreme values and thus suited as a measure of the ëaverageí for 

heavily skewed data, but is more sensitive to sampling variability compared to the arithmetic 

mean. For the above data, the median would be the third largest of the five values, which is 4.   

 

Because the median is the middle value of a set of observations arranged in order of 

magnitude, it is also called the 50th percentile. In general, a percentile is the smallest score 
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below which a given percentage of cases fall. For example, if a salary of £25,000 is reported 

as the 95th percentile, it means that 95% of the respondents have salaries lower than £25,000. 

 

4.5.3  The mode 

The mode is the most frequent value of a distribution. In the above example the modal value 

is 2. 
 

Sometimes a distribution has more than one value with similarly large number of 

observations. This is called a bimodal distribution if there are two modal values or multimodal 

if there are more. Although the mode can be calculated for nominal, ordinal and interval/ratio 

level variables, it is the only measure of central tendency applicable to nominal variables. As 

with the median, the mode has no mathematical properties; it is also not sensitive to extreme 

values of the data but the most sensitive to sampling variation. 

 
Using the example of the 6,542 menís heights collected in the HSE and referred to above, the 

mean value was 175cm, the median 174cm and the mode 173cm. Note that the values are 

similar ñ this is an indication that the distribution of the values is symmetric. This symmetry 

is shown in Figure 4.1, where the number of men for each height is approximately the same 

either side of the mean value (175cm). (Figure 4.1 also shows that height is normally 

distributed; see Section 4.7 for more information). 

 
Figure 4.1 Counts of heights of men 
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Although the mean is the measure of average that is most often reported, when the 

distribution of the values is not symmetric (described as skewed), the median is actually a 

more stable measure of the average as it is not so sensitive to extreme values.  

 

In symmetrical distributions (such as malesí height described above) the two tails of the 

distribution are similar. With a skewed distribution one tail is larger than the other, depicting a 

few extreme values. A good example of a variable with a skewed distribution is household 

income ñ a small minority of households earn extremely large amounts! Figure 4.2 illustrates 

the difference between these two types of distribution graphically. 

 
Figure 4.2 Symmetrical vs. skewed distribution 
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4.6 Measures of variability 
 
In addition to estimates of the average value, a measure of the spread of the values is also 

often reported. 

 

4.6.1  Variance and standard deviation 

The measure commonly used to summarise the spread of data such as height is the variance, 

as this has the most useful statistical properties.  It is defined to be the average of the squared 

distance of each value to the mean value. 
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in the population  

Population mean  
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The square root of the variance is called the standard deviation (s or SD). A value of the 

variance (or standard deviation) that is close to zero indicates that all the values in the sample 

are approximately the same and a large value implies that the observations vary widely. 

 

4.6.2  Range 

The range is the difference between the largest and smallest values and hence is likely to 

depend on the sample size (it will increase as the sample size increases) and be sensitive to 

extreme values. This is one of the weaknesses of using the range as a measure of variation. 

 

4.6.3  Inter-quartile range 

The inter-quartile range is a more stable measure of the spread, being the difference between 

the 25th and 75th percentile.1 It is often used as an alternative measure of ërangeí as it is 

unaffected by extreme values. However this measure does not share the useful statistical 

properties of the variance and so is less frequently used. 

 

4.7 The Normal Distribution  

The normal distribution is an important distribution in statistics as many ënaturalí phenomena 

(e.g. height and weight) are normally distributed. In addition, it can be shown (using the 
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1 Another way of expressing percentiles is the ëupper quartileí i.e. the top 25 per cent of values and the ëlower 
quartileí i.e. the bottom 25 per cent of values. 



Central Limit Theorem) that, irrespective of the distribution of the original variable, estimates 

of means and proportions derived from large random samples are approximately normally 

distributed. (In mathematical terms, the distribution of a sample estimate tends towards the 

normal distribution as the sample size increases.)  

 

The Normal distribution has a distinctive ëbellí shape (Figure 4.2). It is determined by two 

parameters, the mean (µ) and the standard deviation (σ). Once we know these values, then we 

know all we need about that distribution.  
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Figure 4.2  The standardised normal distribution 
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Using the properties of the normal distribution, it is possible to calculate the probability of 

obtaining a measure above or below any given value. It is usual to standardise the variable of 

interest to have zero mean and variance equal to one (done by subtracting the mean and then 

dividing by the standard deviation) so that the well-known properties of the standard normal 

distribution can be utilised. The standard normal distribution is the normal distribution with 

mean equal to zero and variance equal to one. Probabilities associated with this distribution 

are available in published tables but it is worth noting that in the standard normal distribution 

the area under the normal curve takes a particular form:  

 

! 68.3% of the area is within + or ñ 1 standard deviation 

! 95.4% of the area is within + or ñ 2 standard deviations 

! 99.7% of the area is within + or ñ 3 standard deviations 

 

4.7.1  Z-scores 

There are many different normal curves each with different means and standard deviations. 

The Standard Normal Distribution has a mean of 0 and a standard deviation of 1. 

Standardising normal distributions to the Standard Normal Distribution facilitates 

comparisons.  

 

Z-scores are a useful way of standardising variables so that they can be compared. 

Standardisation allows us to compare variables with different means and/or standard 

deviations and scores expressed in differing original units. To standardise the values of a 

variable, we need to take the difference between each value and the variable mean and divide 
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each difference by the variableís standard deviation.  Statistical tables of the Standard Normal 

Distribution can then be used to calculate the probability of getting a smaller (or larger) z-

score than the one actually obtained. Thus z-scores can also help us to identify extreme values 

(outliers). 

 
For example, suppose that Claire obtained a mark of 64 in a chemistry test (where the mean 

was 50 and the standard deviation was 8), and Jamie obtained a mark of 74 in politics (where 

the mean was 58 and the standard deviation was 10). To find out who did better, we can 

calculate z-scores for the two marks. 
 

Claire:   75.1=
8

5064
=

1s
1x1x=

--
z  

 

Jamie:  6.1=
10

5874
=

2s
2x2x

=z
--

 

 
Thus, although Jamieís marks were higher than Claireís, Claire was 1.75 standard deviations 

higher than the mean, while Jamie was only 1.6 standard deviations higher. Furthermore, if 

we know the frequency distribution of the marks, we can calculate the percentiles for the 

marks. If marks for both tests had a Normal distribution, for Claire, a z-score of 1.75 

corresponds to the top 4% of the class. This is obtained from the Standardised Normal 

Distribution tables. A z-score of 1.75 corresponds to 0.0401 of the upper tail of the Normal 

distribution. Jamieís mark, on the other hand, would put him in the top 5.5%. 

 

4.8 The t-distribution 

 

Associated with the normal distribution is the t-distribution (often called Studentsí t). The 

most important difference between the normal distribution and the t-distribution is that the 

distribution of the t-distribution is different depending on the sample size. The t-distribution is 

therefore defined by the mean, variance and the sample size (expressed as the degrees of 

freedom = sample size ñ 1). Because the t-distribution tends to the normal distribution as the 

sample size increases, it only makes a difference in practice when the sample size is relatively 

small (e.g. n < 100).  
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4.9 Confidence intervals 
 
A confidence interval gives an estimated range of values which is likely to include an 

unknown population parameter, the estimated range being calculated from a given set of 

sample data. In other words because the estimate is based on a sample rather than the full 

population, it deviates from the population values by an amount that varies according to the 

particular sample selected. This variation of a sample estimate from the true population value 

implies that it is not possible to report the exact population value based on a sample of the 

population. However, through sampling theory, it is possible to state a range of values within 

which one is fairly sure that the true population value lies. This range is the confidence 

interval. 

 

Because estimates of the population parameters that are derived from the sample have an 

approximate normal (or t-) distribution, this can be used to describe the accuracy of any 

estimate and, in particular, to derive confidence intervals within which we are fairly sure the 

true population value lies.  

 

To generate the 95% confidence interval, we use the property of the standard normal 

distribution that the probability of a value being in the range (-1.96, 1.96) is 0.95.  

 

The confidence interval itself is then calculated from both the survey estimate and the 

standard error.  

 

The standard error is a variance estimate that measures the amount of uncertainty (as a result 

of sampling error) associated with a survey statistic. It can be thought of as a measure of the 

theoretical spread of the estimates that would be observed if a large number of samples were 

selected, rather than just one. For example, the standard error of the mean of a sample is: 
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As σ is a population parameter, it is usually not known when a sample has been selected. 

However, it can be estimated from the units in the sample by: 
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The higher the value of the standard error, the greater the sampling variability and hence the 

wider the confidence interval required to be fairly sure that it includes the true population 

value. The value of the standard error is affected by two components: 

 

• the amount of variability in the population of the characteristic being measured  - the 

greater the variance in the population, the greater the variability in the survey estimate; 

and 

• the size of the survey sample - the larger the survey sample, the more precise the survey 

estimate and hence the smaller the standard error. 

 

To demonstrate the derivation of a confidence interval, we will generate a confidence interval 

for the number of portions of fruit and vegetables consumed by the HSE sample in a 24-hour 

period. The mean number of portions consumed by the sample of respondents in the HSE 

2001 was 4.61, with an associated standard error of 0.02. The formula to generate a 

confidence interval within which we are 95 per cent certain that the population value will fall 

is:  

 
CI = mean ± 1.96 x standard error  
 
Therefore the confidence interval ranges from 4.61 – (1.96 x 0.02) = 4.57 to 4.61 + (1.96 x 

0.02) = 4.64. Hence, we are 95 per cent ëconfidentí that the true population value of the mean 

number of portions of fruit and vegetables consumed is contained within the range (4.57, 

4.64).  

 

It is important to clarify exactly what is meant by a confidence interval. As the confidence 

interval is estimated from a sample of the population, it has a random component du

 

e to the 
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sampling variability2. The formula for the confidence interval is therefore derived to satisfy 

the theoretical notion that if a large number of samples were drawn, we would expect the 

resultant confidence intervals to include the population value 95 times out of 100. Therefore 

in the example above, the confidence interval for the sample selected was (4.57, 4.64). 

Different samples would generate different confidence intervals, of which 95 per cent would 

contain the population value. 

 
4.10 Presenting data 
 
4.10.1 Tables 

One of the most common methods for describing data is the use of tables. Tables can be used 

to show estimates for both the full population and for sub-groups of the population - the latter 

allowing differences across sub-groups to be examined. Summary measures that are 

commonly shown in tables include means and medians, variances and inter-quartile ranges, 

percentages and totals.  

 

The mean, which was introduced earlier in this chapter (see Section 4.5.1), is a measure of the 

centre (or average value) of the distribution of a set of values. In addition to estimates of the 

average value, a measure of the spread of the values is also often reported. Measures 

commonly used to summarise the spread around the mean or median are the variance 

(expressed as the standard error) and the inter-quartile range respectively (see Section 4.6.3).  

 

The measures of average described above are useful when describing continuous measures, 

such as height or weight. However, many characteristics are measured by assigning cases to 

one of a number of categories, e.g. gender is collected using two categories ñ ëmaleí or 

ëfemaleí. To summarise these categorical measures it is often not possible or indeed 

meaningful to generate a measure of the average ñ for example, a measure of the  ëaverage 

genderí of the population is meaningless ñ and so other techniques to summarise the data are 

employed. One simple technique is to report the percentage (or proportion) of the population 

that falls into each category.  

 
Some measures that that are collected as continuous variables are subsequently coded into 

categories so that they can be summarised using percentages. For example, age is often 

                                                           
2 Note that it is the confidence interval that is subject to random variation and not the population value, which is 
fixed. 
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obtained as a continuous measure, but then categorised into age groups (e.g. 20-29, 30-39 

etc.) for reporting purposes. 

 

To demonstrate the summary measures described above and the inferences that can be made 

from them, we will use a table that appeared in the report for the HSE 2001 (Doyle and 

Hosfield, 2003). This table (Table 4.1) summarises the number of portions of fruit and 

vegetable consumption in a 24-hour period for different age groups. Note that the measure of 

fruit and vegetable consumption is collected as a continuous variables (derived from the 

amount of different types of fruit and vegetables consumed), from which a categorical 

measure (none, less than one portion, etc.) has been generated.  

 
The first rows of the table summarise the distribution of the amount of fruit and vegetables 

consumed for each age group and for the population as a whole, by showing the percentages 

that fell into each range of the amount consumed. Various conclusions can be drawn from 

these percentages. For example, 7% of adults consumed no fruit, with young people in the age 

range 16 to 24 least likely to have consumed fruit and vegetables (13%).  

 

The table also shows the mean and median number of portions of fruit and vegetables. The 

estimates for the mean show that, on average, adults in the HSE 2001 had consumed 4.61 

portions of fruit and vegetables, with young people in the age range 16 to 24 consuming the 

least fruit and vegetables (mean=2.8). The estimates of the median show that 50% of adults 

consumed at least 4 portions of fruit and vegetables. Consistent with the other estimates, the 

value of the median is lowest (2.0 portions) for young people aged 16 to 24. 
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Table 4.1  Fruit and vegetable consumption, by age (adults) 
Fruit and vegetable 
consumption  

Age       Total 

(portions per day) 16-24 25-34 35-44 45-54 55-64 65-74 75+  
         
 % % % % % % % % 
         
None 13 8 8 6 4 4 4 7 
Less than 1 portion 3 2 2 3 3 3 3 3 
1 portion or more but less than 2 22 19 16 15 13 14 16 16 
2 portions or more but less than 3 21 19 20 16 15 15 18 18 
3 portions or more but less than 4 14 16 16 16 16 19 19 17 
4 portions or more but less than 5 10 13 13 14 16 14 16 13 
5 portions or more but less than 6 7 8 9 11 13 11 10 10 
6 portions or more but less than 7 4 5 6 7 8 8 6 6 
7 portions or more but less than 8 3 4 4 5 4 5 4 4 
8 portions or more 4 6 6 8 8 6 5 6 
         
         
Mean 2.82 4.38 4.54 4.88 4.09 4.85 4.58 4.61 
(Standard error) (0.06) (0.05) (0.05) (0.06) (0.07) (0.06) (0.06) (0.02) 
         
Median 2.0 4.0 4.0 4.3 4.7 4.5 4.3 4.0 
         
         
Base  1774 2586 3041 2690 2210 1912 1434 15647 

 
Note that because of the distribution of fruit and vegetable consumption, the mean is not 

necessarily the most robust measure of the average in this example. This is because the value 

of the mean is disproportionately influenced by the relatively few people who consumed a 

large number of portions of fruit and vegetables. (This is reflected in the relatively large 

difference between the mean and the median ñ an indicator that a distribution is skewed.) For 

such skewed distributions, the median is a more stable measure of the average value, because 

it is less influenced by the extreme values. 

 
4.10.2 Graphs 

In order to more clearly and/or further emphasise particular characteristics of the data, 

graphical methods are often used. We shall demonstrate this using the data in Table 4.1 

above. 

 

The World Health Organisation recommends that people consume at least five portions of 

fruit and vegetables each day (WHO, 1990). The data from the HSE 2001 can be used to 

examine how the proportion of people consuming at least the recommended amount of fruit 

and vegetables varies with peopleís characteristics - in this example, age. By combining rows 

in the table above, we can show that only about a quarter (26%) of adults consumed at least 

the recommended daily amount of five portions of fruit and vegetables (in the 24 hour 

period). To show the differences across the age group, we could combine the rows for all the 
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age groups and report the combined percentages. Alternatively, to give particular emphasis to 

the differences across the age groups, a simple bar graph can be produced (see Figure 4.2).  

 

Figure 4.4 shows clearly that the proportion that had consumed five or more portions of fruit 

and vegetables increased with age up to a peak for the age group 55 to 64 after which it 

reduced. This relationship between fruit and vegetable consumption and age is more clearly 

presented by the graph, than from the same information in a table.   

 

Various different types of graph could have been used. For instance, a pie chart, scatter plot, 

or a doughnut graph could have been used to represent the data. However, in Figure 4.4 a bar 

chart has been used.  

 
 
 
Figure 4.4 Proportion of adults consuming five or more portions per day, by age 

group 
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4.10.3 Graphs - Scatterplots 

One way of visualising the relationship between two continuous variables is to create a 

scatterplot. Scatterplots provide graphical tools for exploring the distributions and 

relationships of the two continuous variables. The question we try to answer is whether or not 

the variation in one variable (dependent variable Y) can be explained by the variation of the 

other (independent variable X). For example Figure 4.5 shows the scatterplot for female 

illiteracy rate by infant mortality (source: World Bank, 1992): 
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Figure 4.5 Scatterplot of female illiteracy rate by infant mortality 
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4.11 Relationships between pairs of variables 

 

4.11.1  Covariance 

Scatterplots are useful tools for exploring the data by providing a visual presentation of the 

relationship between X and Y, but do not provide a measure of the strength of the 

relationship.  An appropriate numerical measure (i.e. statistic) is needed in order to draw any 

conclusions about relationships between variables. Covariance ( s ), is a measure that 

reflects the strength of the (linear) association between two variables. It is defined as: 

xy
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For example, the following data (Table 4.2, taken from ëBasic statistics for beh

sciencesí by Heiman, G. W., 1996, Houghton Mifflin, 2nd edition) can be used to

 

avioural 

 ask the 
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question whether the amount of coffee one drinks is related to a personís degree of 

nervousness? 

Table 4.2  Covariance example 
No. of cups of 

coffee (X) 
Nervousness 

score (Y) 
Product 

(XY) 
1 
1 
1 
2 
2 
3 
3 
4 
4 
5 
5 
6 
6 

1 
1 
2 
2 
3 
4 
5 
5 
6 
8 
9 
9 
10 

1 
1 
2 
4 
6 
12 
15 
20 
24 
40 
45 
54 
60 

 
308.3x =  000.5y =   284yx ii =×∑

Therefore:  750.5)000.5308.313284(
12
1

xys =××−×=  

 
Ideally, we want to detect a large value of covariance, which would indicate stronger linear 

relationship between X and Y. However, the problem with the covariance is that it is 

dependent on the scale of measurement of either variable. If nervousness score has been 

measured out of 100 rather than out of 10 we would have arrived at a value for the covariance, 

which was 10 times as great. Consequently, one can make the covariance between X and Y as 

large (or as small) as one pleases, without changing in any way the ëshapeí of the joint 

distribution of the two variables. 

 
4.11.2 The correlation coefficient 

In order to get round the problem of differing units and to get a measure that can be used to 

compare between different pairs of variables, we would need to standardise our measure.  

Correlation, is a measure of association derived from standardised variables, or in other 

words, a standardised covariance.  Each variable is standardised by subtracting the mean and 

dividing by the standard deviation.3  

 

                                                           
3 Note that standardised variables have a mean of 0 and a standard deviation of 1.   
 

 18



A common misconception is that high correlation is equivalent to causation. That is, if two 

variables X and Y have a correlation close to 1, then we can assume that either X causes Y or 

vice versa. This assumption is incorrect. Correlation does not prove causation. A large 

correlation between X and Y does not mean X causes Y (or vice versa). It is just a 

mathematical measure of the strength of the relationship between the two variables. A high 

correlation between X and Y could be because: 

 

! X and Y influence one another.  

! X and Y co-vary; they exist together as part of a single system. For example, heartbeat 

and breathing exist together and are part of the same system, but neither causes the other in 

any illuminating sense of the word. 

! The relationship between X and Y is actually due to other variable(s) (Zs) which influence 

both X and Y. For example, one might observe a strong correlation between the number of 

violent crimes and the number of religious meetings in a sample of cities. This correlation 

does not mean that religious meetings lead to violent crimes. It is most probably due to the 

fact that both variables are proportionately related to the population of the city, in that the 

number of violent crimes and the number of religious meetings tend to increase linearly with 

the size of the city. Consequently, we have a high correlation between city size and violent 

crime, as well as between city size and number of religious meetings, resulting in a high 

correlation between incidents of violent crime and number of religious meetings.  

 
    
Another misconception is that a low correlation coefficient suggests that the relationship 

between X and Y is weak or low. This interpretation is true only for a linear association. It is 

possible for two variables to have a very strong relationship that is non-linear but the 

correlation coefficient would not be able to pick this up. For example, there is a strong 

relationship between an offenderís age and their likelihood of reconviction but the correlation 

coefficient indicates a weak relationship. This is because the relationship between age and 

reconviction rates is non-linear.  Offenders are more likely to reconvict at different stages of 

their life cycle, with rates increasing up to early adulthood but then declining in later years. 

Non-linear relationships can be detected by the use of other statistical methods. For example, 

ages could be grouped into bands and each band entered into a regression model as a 

categorical variable (see table 4.4 for an example). 
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A correlation, whether linear or non-linear, can infer a causal relationship between two 
variables if: 
 
• The relationship is plausible. Many statistical relationships are coincidental. For example, 

there was a high correlation between the proportion of marriages taking place in church 

and the death rate during the years 1866 to 1911. That is, in the years when people were 

most likely to get married in church the death rate was higher than in years with a smaller 

proportion of church weddings (Rowntree, 1981). The relationship though was the result 

of chance. There was no logical reason to suppose that getting married in church caused 

people to die. In order to infer a causal relationship the correlation therefore needs to be 

logical. 

 

• Cause precedes effect. A change in the explanatory variable should be followed by a 

change in the dependent variable. For example, a treatment could only be said to be 

effective if the patientís symptoms improved after he/she had received the treatment.   

 

• Alternative explanations are eliminated. The surest way to eliminate confounding 

explanations would be to conduct a randomised controlled trial. This method would 

control for extraneous variables that might confound the results. Having completed the 

randomised controlled trial, if one can establish that the experimentally manipulated 

variable is correlated with the dependent variable, then one can make a causal inference.  

 

Finally, we mentioned that the correlation coefficient depends on several assumptions (i.e. 

continuous scale, linearity and normality). When these assumptions are unreasonable, we 

should use other measures of association that have less stringent assumption, such as: 

! Spearmanís rank correlation coefficient (ordinal data); 

! Kendaullís Tau (ordinal data); 

! Phi coeficient (for a 2 x 2 table and categorical data); 

! Odds ratio (for a 2 x 2 table and categorical data). 

 

 20



4.12 Regression 

 

4.12.1 Simple linear regression 

As said, correlation does not imply causation or the ability to ëexplainí a dependency of one 

variable on another. It is simply a measure of association that tells us whether two continuous 

variables vary together. If we are interested in trying to ëexplainí the behaviour of one 

variable (the dependent variable) using the predictive power of another variable (the 

independent or predictor variable), we need to use simple regression analysis. If we have two 

or more independent variables we would use multiple regression analysis. 

 

Consider the scatterplot (Figure 4.6) of the percentage of the adult population (16+) in a 

Health Authority (HA) with limiting long-standing illness by the percentage of households in 

the HA in non-manual socio-economic group (SEG 1-6 and 13) according to the 1991 Census 

of the population. 

 
Figure 4.6 Scatterplot of limiting long-standing illness by non-manual SEG  
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Here, long-tem illness (which is usually taken as a measure of good health) is the dependent 

variable, and non-manual SEG (which is usually taken as an economic measure) is an 

independent or predictor variable. The assumption (model) is that economic conditions as 

measured by the household SEG profile for a HA may predict, or explain, the prevalence of 

long-term illness in the HA.  
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As we can see, there is a downward trend in the data points, which is an indication that as the 

percentage of non-manual households in the area (HA) increases, the incidence of long-term 

illness decreases. However, we can now go beyond simple correlation where the variation in 

the prevalence of long-term illness is reflected by a similar variation in the socio-economic 

profile of the households in an area and try to test whether we can explain this variation. That 

is, we can test the hypothesis that high non-manual household rates lead to lower illness rates 

in the area.  

 

It looks like most points lie close to a straight line (see Figure 4.7). In other words, there is an 

approximately (negative) linear relationship between non-manual household rates and long-

term illness.  

 
Figure 4.7 Scatterplot with fitted line 
 
 
 
 

% of hholds in non-manual SEG

%
wi
th
LL
I

% of hholds in non-manual SEG%

0

28
26
24
22
20
18
16
14
12
10

6050403020100

28
26
24
22
20
18
16
14
12
10

605040302010

% with
illness

28
26

24

22
20

18
16

14

12
10

 of hhds in non-manual SEG

0       10       20        30         40         50        60

 
 
 
 
 
 
 
 
 
 
 
4.12.2 Simple linear regression – the equation of a straight line 

The equation of a straight line (in the population) can be written as:  

 
XY ×+= βα     

 

where (see also Figure 4.8), 

-   is the continuous dependent variable. Y

- X   is the continuous independent variable. 

- α   is the intercept, which is the value of the dependent variable for  (or the 

value where the line crosses the Y-axis). 

0=X
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- β   is the slope which describes how much the value of the dependent variable 

changes when the independent variable increases by 1 unit (for the above example 1 unit = 

1%). 

 

However, using sample data (as we saw in Figure 4.7), not all data points will fall on the line. 

Some data points (observed values of Y - ) will be very close to the line while others will 

be more distant. Therefore, the fitted line through the data points is only an approximation. In 

this case, the equation of the straight line can be used to predict the dependent variable. The 

predicted values of Y ( ), are located on the line. 

iy

iyà

 
The difference between the observed and the predicted value is called the residual. This 

represents the difference between a particular data point and the line. The sum of the squares 

of all residuals (or ëdeviationsí) is called the residual or error sum of squares (SSE or SSRES 

for short). 

 

Therefore, we can write: 

εβα +×+= XŶ  
 
which says that a value of the dependent variable can be predicted by a value of the 

independent variable multiplied by a coefficient (the slope) plus a constant factor (the 

intercept) plus an error term (the residual). This error term represents the effects of all the 

other factors that have an influence on the dependent variable other than the independent 

variable in the equation. 

 
Figure 4.8 The regression line 
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The best fit to the data is the line that has the minimal SSE, that is the line that minimises the 

distances between the data points and the line. The method used to position the line in such a 

way is called Ordinary Least Squares (OLS) and the line that best fits the data is the OLS 

regression line.  The OLS regression line is useful for forecasting and prediction (by 

assuming that all data points are on the regression line). 

An example of regression analysis is presented at Box 1 below. 
 
4.12.3 Multiple regression 

Multiple regression is an extension to simple regression to include two or more independent 

(explanatory) variables.  

 

Consider the Health Authority (HA) example, where economic conditions as measured by the 

household SEG profile for a HA was used to predict (or explain) the prevalence of long-term 

illness in the HA. It is likely that there are many other social and economic factors that may 

affect the incidence of long-term illness in an area other than the socio-economic profile of 

the households in the area. Such factors may include unemployment rate, population density, 

the access and use of a car, educational qualifications etc. For example, we might suppose that 

the prevalence of limited long-term illness would be higher in areas with high unemployment 

rate than in areas with low rates irrespective of the socio-economic profile of the area.  

 

Whether or not other factors have an effect on the dependent variable can be investigated by 

adding further independent variables to the model.  

 

In general, the multiple regression model in the population can be expressed as: 

pp2211 X...XXY ×++×+×+= βββα  
where, 

-   is the continuous dependent variable. Y

-   is the continuous independent variable. pX

- p   is the number of independent variables in the model. 

- α    is the regression coefficient for the intercept  

- pβ   is the regression coefficient associated with the independent variable . pX

 
In the same way as in the simple regression model, there is an underlying assumption of a 

linear model in the population with the observed values of the dependent variable ( ) being iy
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statistically independent of each other. Also it is assumed that there is a normal distribution 

(multivariate normal distribution) of the dependent variable for every combination of the 

values of the independent variables in the model with constant variance. For example, if 

illness rates is the dependent variable and household non-manual rate and unemployment rate 

are the independent variables, it is assumed that there is a linear relationship between the 

dependent and independent variables. Also, for every combination of non-manual rate and 

unemployment rate there is a normal distribution of illness rates, and though the means of 

these distributions may differ, all have the same variance. 

 
The regression coefficients α  and pβββ ..., 21  are unknown population parameters and are 

estimated from the sample by αà  and  respectively. Therefore, the estimated 

regression model is: 

pβà...ββ à,à
21

 
ii,ppi,22i,11i xˆ...xˆxˆˆy εβββα +×++×+×+=  

where, 

-    is the value of the continuous dependent variable Y for case i.. iy

-   is the value of the continuous independent variable , for case i. ipx , pX

- αà    is the estimated regression coefficient for the intercept  

-   is the estimated regression coefficient associated with the independent variable 

. 

pβà

pX

- iε    is the residual, that is the difference between the observed and predicted (from 

the regression line) value ( iii yy à−=ε ). 

 
Estimation of αà  and , is via ordinary least squares (OLS) in the same way as in 

simple regression: we choose 

pβββ à...à,à
21

αà  and  that minimise the error sum of squares 

. The solution is very messy when written using sums but is much better 

using matrix notation. For the formulae for   

pβββ à...à,à
21

∑
=

−=
n

i
iySSE

1

2( iy )à

αà  and  see, for example, Draper and 

Smith (1998) Applied Regression Analysis, Third Edition, Wiley.  

pβββ à...à,à
21

 
Each regression coefficient  reveals the amount by which the dependent variable is 

expected to change with a 1-unit change in the independent variable when the other 

pβββ à...à,à
21
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4.12.4 Logistic regression  

Another one of the most common multivariate techniques is logistic regression used when the 

dependent variable is binary (i.e. only has two possible outcomes).  To illustrate the use of 

logistic regression, we will use a hypothetical example looking at the relationship between pet 

ownership and limiting long-term illness. First, we will look at the simple bivariate 

relationship between the two variables. Table 4.3 shows a simple two-way table of having a 

limiting longstanding illness against pet ownership. This shows that the prevalence of limiting 

longstanding illness is lower amongst pet owners (24.6%) than non-pet owners (27.8%) by 

over three percentage points ñ a difference that is highly statistically significant4.  

 
Table 4.3  Bivariate relationship between limiting longstanding illness and pet 

ownership 
 No limiting long-

term illness 
Limiting long-
term illness 

   
No pet 72.2% 27.8% 
 6,207 2,387 
   
Pet 75.4% 24.6% 
 5,306 1,734 
   

 

Therefore it appears from looking at the bivariate relationship that there is a link between pet 

ownership and limiting longstanding illness and that the rate of limiting longstanding illnesses 

is lower (albeit not by very much) amongst pet owners. The naive researcher might even infer 

from this result that owning a pet reduces the risk of having a limiting longstanding illness. 

However, the link between limiting longstanding illness and pet ownership is not as simple as 

this bivariate relationship suggests. In order to examine further the link between the two 

variables, we will fit a logistic regression model, which will allow us to control for other 

characteristics.  

 
Table 4.4 shows the results of fitting a logistic regression model of limiting longstanding 

illness on pet ownership, age and sex. The estimates of the odds ratios show the multiplicative 

increases (or decreases) in the odds of having a limiting longstanding illness for each category 

compared to the baseline category. So for example, the odds for women of having a limiting 

longstanding illness in the model are greater than the odds for men by a factor of 1.140. 
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Controlling for sex and age in the analysis gives a completely different interpretation of the 

relationship between limiting longstanding illness and pet ownership. From the logistic 

regression model, there is evidence that owning a pet is associated with a slight increase, 

rather than decrease, in the rate of limiting longstanding illness (although this effect is very 

small and only marginally significant). This is signified by the value of the odds ratio being 

greater than 1 (1.086) for pet ownership, showing that the odds of having a limiting 

longstanding illness is increased (by a factor of 1.086) for pet owners. The increase is 

described as marginal because the associated p-value of 0.04 is only slightly smaller than the 

0.05 significance level.  

 
Table 4.4  Logistic regression of limiting longstanding illness on pet ownership, age 

and sex 
       
Covar iate odds 

ratio 
s.e.(odds) z-score p>|z| 95% Confidence 

Interval 
       
Own pet:       
  No pet 1.000 (baseline)     
  Pet 1.086 0.043 2.09 0.04 1.005 1.174 
       
Age group:       
  16 to 24 1.000 (baseline)     
  25 to 34 1.146 0.108 1.45 0.15 0.953 1.379 
  35 to 44 1.615 0.142 5.44 <0.01 1.359 1.919 
  45 to 54 2.705 0.233 11.55 <0.01 2.285 4.202 
  55 to 64 4.290 0.371 16.85 <0.01 4.621 5.082 
  65 to 74 5.411 0.476 19.20 <0.01 4.554 6.428 
  > 75 8.672 0.797 24.51 <0.01 7.243 10.384 
       
Sex:       
  Men 1.000 (baseline)     
  Female 1.140 0.044 4.42 <0.01 1.058 1.230 
       
       
The reason why there was a spurious relationship in the bivariate relationship between 

limiting longstanding illness and pet ownership is that both these variables are related to age. 

Table 4.4 also shows the rates of pet ownership within each age group. As can be seen, the 

age profile of people that owned pets is very different to those that did not, with relatively 

more people aged 65 or more in the group of non-pet owners. Therefore the apparent higher 

rate of limiting longstanding illness amongst people who did not own pets was observed 

because they were more likely to be older than those that owned pets. Once age was 
                                                                                                                                                                                     

001.0p,71.192
1 <=χ4   
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controlled for (along with sex), the relationship between the two variables, allowing for age 

and sex differences, was revealed to be quite different. 

 

It is worth noting that even after correcting for characteristics of the two groups, one still has 

to take care when interpreting the results. In the example above, it would still not be correct to 

state that owning a pet slightly increases the likelihood of getting a limiting longstanding 

illness. This statement suggests that there is a causal link between pet ownership and illness 

which has not been shown by the analysis. The analysis has merely shown that there is a 

statistical relationship between the two variables. There could be any number of competing 

explanations as to why this relationship has been observed. It is quite possible people are 

more likely to get a pet after suffering a limiting longstanding illness, for example5.   

 
4.13 Statistical hypotheses 

 

4.13.1 Hypothesis testing 

Often the difference between two estimates, or between an estimate and a specific fixed value, 

will be reported as statistically significant. This implies that the difference is large enough 

that it is unlikely to have been observed simply because of sampling error (or, put the other 

way, that it is likely to have been observed because of a real difference in the population). The 

test to determine whether a difference is significant or not involves (often implicitly) the 

notion of a hypothesis test. In statistical terms, a hypothesis test is undertaken to ascertain if 

there is enough evidence to reject one hypothesis about the population (the null hypothesis) in 

favour of another (the alternative hypothesis) using estimates from the sample. 

 

In most cases, the null hypothesis is the ëdefaultí state ñ e.g. that a value is zero or that the 

difference between two values is zero (although there are exceptions to this). The alternative 

hypothesis tends to be the opposite of the null hypothesis ñ e.g. that a value is not zero or that 

the difference between two values is not zero.  

 

For the purposes of the hypothesis test, it is assumed that the null hypothesis is true. With that 

assumption, the likelihood of an equal or more extreme value than that measured being 

observed is calculated. Only if it is found that it is unlikely that the measured (or more 

                                                           
5 To fully investigate this link, it would be necessary (at the very least) to collect histories of pet ownership and 
illness.  
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extreme) value could have been observed if the null hypothesis is true, is the null hypothesis 

rejected in favour of the alternative hypothesis6. 

 
Associated with the hypothesis test is the level of significance. The level of significance is the 

threshold that is used to decide if an observed difference in the sample was unlikely to have 

been observed by chance and hence to reject the null hypothesis. The level of significance is 

expressed as a probability and is often taken to be 0.05, This may also be described as 

significant at the 5% or 95% level, or displayed as p<0.05. A significance level of 0.05 

implies that a difference extreme enough to reject the null hypothesis by chance when the null 

hypothesis is actually true will be observed one time in twenty. In some circumstances a value 

less than 0.05 (usually 0.01) might be used as a threshold to determine statistical significance, 

if one needs to more certain that the observation was not the result of chance.  

 

To undertake the hypothesis test, the probability of obtaining a value more extreme than that 

observed is estimated, and that probability compared to the significance level. If the 

probability is smaller than the significance level, i.e. the difference is more unlikely to have 

been observed than the threshold level, then the null hypothesis is rejected in favour of the 

alternative hypothesis.  

 

As a simple example, consider a test of whether men and women are the same height. The 

null hypothesis would be that men and women are (on average) the same height and the 

alternative hypothesis that men and women are not (on average) the same height. Although 

these hypotheses relate to the population, they can be tested using survey data with the 

appropriate allowance for the sampling variability.  

 

The HSE 2001 recorded the average height for men as 174.52cm (s.e. = 0.09cm) and for 

women as 161.02cm (s.e. = 0.08cm), based on sample sizes of 6,542 and 8,011 respectively. 

The difference is therefore 14.50cm and, using the formula in Appendix G1, we can calculate 

the standard error of this difference (s.e. = 0.12cm). In order to undertake the hypothesis test, 

we assume that the null hypothesis is true ñ namely that there is no difference in height 

between men and women. To reject the null hypothesis (that the difference in the population 

is zero) and accept the alternative hypothesis (that the difference in the population is not 
                                                           
6 A helpful analogy to hypothesis testing is that of British Law. A defendant is assumed to be innocent (the null 
hypothesis) unless there is sufficient evidence that his or her innocence is highly unlikely, in which case the 
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zero), we have to test whether the difference of 14.50cm is far enough away from zero for it 

to be unlikely that it was observed by chance. 

 

In fact, in this example it is found that the chance of observing a difference of 14.50cm by 

chance is very small7. Therefore there is sufficient evidence to reject the null hypothesis at the 

0.05 significance level in favour of the alternative hypothesis that men and women are not (on 

average) the same height.  

 
4.13.2 Hypothesis testing for categorical data 

When the analysis variables are categorical, hypothesis testing can be used to compare two 

proportions (or percentages) or measure the association between the variables. Suppose we 

were interested in whether or not there was a relationship between gender and ownership of a 

car (using the health survey data). There are a number of ways to check this: 

 

i) calculate a confidence interval for the difference in the proportion owning a car 

between men and women. If the confidence interval does not include 0 then there is a 

significant difference in the proportions. 

ii) Use the t-test for proportions 

iii) Use the chi-square test8 

 
 
4.13.3 The chi-square test 

The rationale behind the  test is that if the two variables are not related (i.e. gender is not 

related to car ownership) then we should have the same proportion of men and women 

owning a car. There may be a difference in the proportions due to pure chance, but 

(depending on the sample size) this difference must be small. Consequently, if the difference 

between the two proportions is very large, then we would be led to conclude that there is 

some association between gender and car ownership.  

2χ

 

Although the test is about proportions, the actual test statistic compares the observed and 

expected frequencies. Essentially the chi-square test statistic compares the observed data in 

each cell with what we would expect to get if the null hypothesis of no difference was true, 
                                                                                                                                                                                     
defendant is declared to be guilty (the alternative hypothesis).   
7 This is estimated using a t-test for the difference between two means for independent samples.  
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i.e. if the proportions owning a car among men and women were the same. Suppose that the 

observed frequencies for a 2x2 table were: 

 
 A B Total 
I n1p1 n2p2 np 
II n1(1-p1) n2(1-p2) n(1-p) 

Total N1 n2 n 
 
 
If the null hypothesis of no difference is true, then we would expect p1=p2=p, so that the 

expected frequencies will be: 

 
 

 A B Total 
I n1p n2p np 
II n1(1-p) n2(1-p) n(1-p) 

Total N1 n2 n 
 
Another way of calculating the expected frequencies is by the formula “column total x row 

total divided by grand total”. 

 
 A B Total 
I 

n
nnp 1×  

n
nnp 2×  

np 

II 

n
npn 1)1( ×−  

n
npn 2)1( ×− n(1-p) 

Total N1 n2 n 
 

The test statistic is: ∑ −
=

cells ected
ectedobserved

exp
)exp( 2

2χ  

 
When we have obtained the test statistic, we compare it with the critical value on 1 degree of 

freedom (2x2 table) taken from the table of the chi-square distribution. If it is greater than the 

critical value, we reject the null hypothesis. Alternatively, if the associated p-value is less than 

0.05 (at the 95% level) then we reject the null hypothesis and accept the alternative.  

 

Degrees of freedom (df) is the number of cells in a table that we need to know in order to 

know them all, given the marginal totals. The general formula for obtaining the degrees of 

freedom is (r-1) x (c-1), where r is the number of row categories and c is the number of 

                                                                                                                                                                                     
8 The chi-square test can also be applied to tables larger than 2x2. For larger tables, however, the interpretation is 
somewhat different. 
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column categories. This test can be illustrated using the Health Survey data. The table below 

(Table 4.5) shows car ownership by gender.  

 
 
Table 4.5 Car ownership by gender 
  Male Female Total 
Own car Count 1,944 1,951 3,895 
 Expected count 1,833.6 2061.4 3,895.0 
 % within gender 83.3% 74.3% 78.5% 
   
No car Count 391 674 1,065 
 Expected count 501.4 563.6 1,065.0 
 % within gender 16.7% 25.7% 21.5% 
   
Total Count 2,335 2,625 4,960 
 Expected count 2335.0 2,625.0 4,960.0 
 % within gender 100.0% 100.0% 100.0% 
 
The Null hypothesis ( H ) is that there is no difference between men and women in the 

proportions owning a car. Therefore the alternative hypothesis ( ) is that the proportion of 

men owning a car is significantly different from that of women owning a car.  

0

H1

 
The test statistic is: 

 46.58
4.2061

)4.20611951(
6.1833

)6.18331944(
6.563

)6.563674(
4.501

)4.501391( 2222
2 =

−
+

−
+

−
+

−
=χ  

 
This is larger than 4.84 (which is the critical value for 1 degree of freedom at the 95% 

significance level taken from the tables of the 2χ  distribution). So, we reject the null 

hypothesis and conclude that there is a significant difference between men and women in 

terms of car ownership.  

 

4.13.4 The odds ratio 

Rather than compare the difference between two proportions it can sometimes be useful to 

compare the odds. If p1 is the proportion of men owning a car and p2 is the corresponding 

proportion for women, then the odds of owning a car for men is given by 
1

1

1 p
p
−

 while that for 

women is 
2

2

1 p
p

−
. The odds ratio (θ ) measures the association between owning a car and 

gender. If the same proportions of men and women own cars, then the odds ratio will equal 1. 
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In the example above, the odds of having a car for a man is 0.833/0.167=4.99 and the odds of 

having a car for a woman is 0.743/0.257=2.89. The odds ratio is 4.99/2.89=1.72 (or 

2.89/4.99=0.58 ñ either way up will do as long as the group whose odds are in the numerator 

is clearly stated). The odds ratio does not change if rows become columns and columns 

become rows. The interpretation is as follows: the odds of a man owning a car are 1.72 times 

the odds of a woman owning a car. That is the odds for a man owning a car are about 72% 

higher than those of a woman  

 

Note that the odds ratio is measured on the logarithmic scale and therefore, it is wrong to say 

that the odds of a woman owning a car are 72% lower. Instead, using the odds ratio of 

2.89/4.99=0.58, we can say that the odds of a woman owning a car are 42% lower than those 

of a man. 
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